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Integration-Based Vis Example

“Fishtank” thermal hydraulics simulation
P. Fischer, ARNL

Streamlines
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Summary
What’s the problem?
Increasing demand for advanced integration-based visualization 
techniques to solve real-world visualization problems.

What did we do?
1.Robust, efficient methods for integration

• Large data, parallel + distributed, real-world data representations
2.New techniques and algorithms 

• Integral Surfaces, Lagrangian Methods
3.Visualization approaches

• Flow Illustration, Automated Seeding, Interactive Techniques

What is the impact?
Enable integration-based methods as a much-needed
production visualization tool for scientists.
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Research Roadmap
• Efficient and Flexible Computation of Integral Curves

– Parallel / distributed computation
– Over real-world data representations (unstructured, AMR)

• Advanced Visualization: Lagrangian Methods

• Advanced Visualization: Integral Surfaces
– Robust, efficient computation algorithms for integral surfaces
– Flow Illustration

• Applications
– Flow Structure Visualization / Hypothesis Testing (various)
– Integral Curve Statistics and Queries
– Medical Visualization (with Siemens Medical Research)
– Always: Deployment to scientific communities through VisIt

→ Dave P.’s and Dave C.’s talks

→ Eduard’s talk

→ Hank’s talk
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Integration over
Unstructured Meshes
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Streamlines over Unstructured Meshes

• Interpolation over unstructured meshes is hard
– need to find candidate cells that contain interpolation point 

(“cell location” problem)
– typical data structures: 

octree (VTK), kd-tree, interval tree (VisIt)

• Available solutions (really only VTK) 
– do not work well with adaptive, large meshes
– are complicated to work with
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Streamline over Unstructured Meshes
New data structure: “CellTree”

In a nutshell:
1. Efficiently implemented interval tree

2. Heuristic cost function for “good” splits

3. Fast recursive splitting through bucketed 
  cost function analysis

C = vol(L) · NL + vol(R) · NR
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Fig. 3. Split cost as a function of relative split plane location for the root
leaf of the TDELTA dataset. Note that the best split differs significantly
from the split-median and split-middle planes.

along a dimension d. We traverse the set I exactly once, and clas-

sify each cell into a bucket based on the center of its bounding box.

Specifically, the bucket index b for the cell with index i is
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planes separating the buckets and choose the one that minimizes Equa-

tion 2. The effort involved in evaluating C is minimal since it counters

and bounding boxes are accumulated over the small ranges of buckets

left and right of the pi. Figure 4 illustrates this construction. Conve-

niently, this evaluation can be performed simultaneously for d = 0,1,2
with only a single traversal of I by simply keeping three sets of buck-

ets, one set per dimension.

On occasion, this procedure will not yield a viable splitting plane.

For example, in the rare case where all cells fall into the first bucket

in all dimensions, all cells would be assigned to L and R would be

empty. In such cases, we fall back to split-median, ordering the cells

by bounding box center. We have observed this case in our tests to

occur about once in ten thousand leaf splits, and most frequently in

splitting leaves with very few cells. Note that the case nb = 2 corre-

sponds to split-middle exactly. Naturally, one wonders how to choose

p0 p1 p2 p3

b0 b1 b2 b3 b4

vol(L) vol(R)

NL = 4 NR = 5

1 2 1 2 3

Fig. 4. The fast bucketed split finding algorithm for nb = 5: Cells are
classified into buckets according to their bounding box centers. Then
the plane pi is chosen that minimizes vol(L) · NL + vol(R) · NR. In the
shown example, p2 is the optimal plane. vol(L), vol(R), NL and NR can be
directly evaluated from accumulating the counters and bounding boxes
of the buckets.

a value for nb. We have examined this question empirically in Sec-

tion 5.

To allow a degree of control the final size of the celltree, we im-

pose a maximum leaf size smax. Leaves whose size falls below this

threshold are not split further. We have found this parameter to be

much more effective that prescribing a maximum tree depth, as the

latter is too closely tied to the assumption that trees are approximately

balanced. Again, we investigate the influence of this parameter in Sec-

tion 5.

Finally, we wish to point out that since both construction and traver-

sal of the celltree rely solely on relational operations and no arithmetic

is involved, the resulting system is very robust and does not suffer from

numerical problems in the presence of badly shaped cells.

4 IMPLEMENTATION

Our celltreee implementation is a straightforward realization of the

concepts described in the previous section. To allow for more space

efficiency, we have imposed the following design limitations, aimed at

using our cell location scheme on a typical workstation.

4.1 Data Layout and Construction

The bounding interval hierarchy underlying the celltree is a straight-

forward binary tree, stored in linear array. Each tree node consists of

12 bytes and has the following memory layout (in C notation):

struct bih_node {
unsigned int dim: 2;
unsigned int child: 30;

union {
float lmax, rmin;

} node;

union {
unsigned int start, size;

}
};

Since the split dimension is constrained to three-dimensions (0,1,2),
the value 3 is used in dim to indicate a leaf. We further employ the

convention that both children of a node are consecutive in memory,

such that only one child index into the tree array must be stored. In

the case of an inner node, lmax and rmin denote the corresponding

bounding planes of the children, whereas a leaf node stores a start-

ing index and a size into an array of cell indices, which indicate the

cells that belong to the leaf. Note that we intentionally choose single-

precision floating point storage for the bounding planes due to de-

creased storage requirements for the tree nodes. We have verified the

absence of numerical issues in this respect on the datasets described

below (Section 5.1), and have found virtually no difference between

using single or double precision.

Construction of the above structure is straightforward using the al-

gorithm outlined in Section 3.2 and recursive splitting of children.

New nodes that result from splitting a leaf are appended to the tree

array. Growing this array represents the only memory allocation dur-

ing the construction phase.

The cell index list is partitioned into two disjoint subarrays for left

and right child, and splitting the children can be performed indepen-

dently. Furthermore, most of the computation time spent goes into

scanning the list of cells to determine the best split. This is an ideal

scenario for parallel processing, and we perform celltree builds using

multithreading to take advantage of multi-core and SMP architectures.

Leaf nodes that must be split are recorded in a queue, and multiple

threads fetch leaf nodes from this queue, analyze and split the cor-

responding leaf, and, if further splitting is required, put the children

back into the queue. While queue access and tree array modification

must be synchronized among the threads such that the structure re-

mains consistent, we have observed only little contention among the

threads. This parallel build can be significantly faster than a sequential

build (typically 3 - 3.5× using 4 threads).

4
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Streamlines over Unstructured Meshes

New data structure: “CellTree”

Great results for a drop-in replacement for vtkCellLocator.

Impact:

• Reliable, fast interpolation
over unstructured meshes.

• Facilitates
integration-based methods
on larger, more comple data

• Aimed at CPU, but fully GPU-capable (interactive visualization)

Online Submission ID: 163

Dataset Locator Build time Memory Overhead Random Plane Volume Streamlines

Ellipsoid vtkCellTree 3.34s 22MB (8%) 4.32s 1.91s 11.58s 1.70s

vtkCellLocator 0.61s 90MB (34%) 7.71s 75.68s 559.98 –

vtkModifiedBSPTree 6.72s 236MB (91%) 30.37s 1.90s 116.33s 46.39s

ICE vtkCellTree 3.27s 23MB (13%) 2.51s 1.68s 6.42s 2.66s

vtkCellLocator 0.53s 115MB (65%) 5.95s 89.93s 57.65s 211.45s

vtkModifiedBSPTree 7.65s 246MB (140%) 16.90s 13.43s 69.67s 43.57s

BMW vtkCellTree 40.25s 229MB (14%) 2.34s 3.57s 8.94s 1.97s

vtkCellLocator 5.01s 921MB (56%) 5.15s – – –

vtkModifiedBSPTree 303.23s 2476MB (151%) – – – –

TDELTA vtkCellTree 28.08s 165MB (14%) 1.66s 4.65s 9.48s 25.33s

vtkCellLocator 4.2s 880MB (79%) 3.99s – – –

vtkModifiedBSPTree 77.57s 1770MB (159%) 61.86s – – –

Fishtank vtkCellTree 27.59s 196MB (8%) 3.52s 3.79s 6.85s 27.11s

vtkCellLocator 6.16s 851MB (35%) 7.74s 12.04s 40.04s 28.75s

vtkModifiedBSPTree 199.41s 2162MB (91%) – – – –

F6 vtkCellTree 130.19s 743MB (16%) 1.59s 8.96s 17.63s 9.60s

vtkCellLocator 22.40s 5426MB (124.54%) 5.80s – – –

vtkModifiedBSPTree – – – – – – –

Table 2. Summary of the results of the comparing the celltree data structure against the built-in VTK locators.

Dataset Locator Build time Memory Overhead Random Plane Volume Streamlines

Ellipsoid FCellTree 5.19s 22MB (18%) 24.08s 2.28s 29.88s 0.83s

FCellLocator 6.41s 150MB (76%) 21.17s 3.25s 30.14s 0.88s

ICE FCellTree 4.93s 23MB (6%) 4.01s 1.93s 9.10s 3.22s

FCellLocator 3.06s 88MB (85%) 11.87 37.81s 26.62s 4.32s

BMW FCellTree 57.84s 229MB (10%) 7.91s 4.91s 21.36s 4.06s

FCellLocator 24.56s 770MB (122%) 12.48s 51.88s 91.08s 4.01s

TDELTA FCellTree 40.03 165MB (11%) 5.25s 7.33s 24.50s 5.11s

FCellLocator 15.2s 483MB (82%) 11.84s 290.65s – 6.33s

Fishtank FCellTree 43.28s 196MB (5%) 14.37s 5.19s 24.89s 6.93s

FCellLocator – – – – – –

F6 FCellTree 144.92s 734MB (56%) 2.55s 7.59s 25.72s 3.93s

FCellLocator 40.66s 1633MB (81%) 12.04s 119.99s 132.23s 4.36s

Table 3. Results of the comparison of the celltree data structure against the built-in FAnToM locator.

The default FCellLocator class already offers good performance for

smaller grids (Ellipsoid, ICE); however, the celltree possesses a strong

advantage in memory overhead. It is interesting to note that while the

performance numbers for streamline integration are very similar, the

celltree has significantly better performance in the “Plane” and “Vol-

ume” benchmarks that stress interpolation in complicated grid regions.

Note that the Fishtank dataset could not be benchmarked with the de-

fault locator since it does not have consistent cell adjacency (cf. 5.1).

7 GPU INTERPOLATION

The celltree data structure, consisting of a essentially two linear ar-

rays containing the tree nodes and cell indices, directly allows the

use of arbitrary unstructured grid interpolation on modern GPUs. To

this purpose, we have implemented a prototype system based on the

CUDA programming language, which uses essentially identical cell-

tree traversal code to the CPU version. In the following, we discuss

a number of possible minor modifications of the overall data structure

and share some observations that affect the performance of the inter-

polation procedure on GPUs.

7.1 Cell Inlining

While GPUs can attain impressive memory transfer rates, these rates

are only sustainable in highly decoupled algorithms where there is no

dependency between successive memory reads. General unstructured

grid representations, however, contain a number of indirections that

do not work well with GPU memory architectures. For example, cells

are typically represented as a list (start, type) pairs, and to obtain the

locations of all vertices of a cell requires indexing into a cell index

array first, and the resulting indices must be used to fetch the actual

coordinates. The celltree data structure adds an additional level of

indirection, since candidate cell indices in the leaves must be traced to

(start, type) pairs.

To remove two levels of indirection, we propose the following stor-

age layout as an ideal unstructured grid representation in conjunction

with the celltree data structure on GPUs. Starting with the observa-

tion that currently available GPU configurations do not possess enough

storage to handle unstructured grids approaching one billion vertices,

we make the assumption that 30 bits are sufficient to represent a ver-

tex index. Further noting that the minimum number of indices in any

cell is 4 (tetrahedron), we replace each cell index in the leaf list by the

full representation of the cell, consisting of all indices, and encoding

the cell type in the most significant two bits of the first vertex. Corre-

spondingly, the start indices in the celltree leaf nodes are adjusted to

reflect the different starting offset in the cell leaf lists. Upon reaching

a leaf during celltree traversal, the first vertex index is read from the

leaf list, and the cell type is computed from the two most significant

bits. Then, a corresponding number of further indices is read from the

list, until the number of indices for the indicated cell type is complete.

This approach yields a more compact representation of the combi-

nation of grid and locator data structure, and removes two memory

indirections at the lowest level of the interpolation procedure. While

the number of possible cell types is reduced to four in this approach, it

is readily generalized to include more cell types by encoding the type

in the unused bits of multiple indices. Table 4 provides an overview of

the memory savings achieved by cell inlining.

7.2 Tree Traversal

Celltree traversal is accomplished very similar to the CPU implemen-

tation, with the only difference being a fixed-size stack with 64 entries.

We estimate that this stack size is sufficient to treat unstructured grids

up to current-generation GPU memory capacity. The stack resides in

local memory, which causes some performance concern, however, we

observe that the stack is rarely read from in the datasets and cases we

tested, and thus the performance impact is negligible.

7
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GPU-based Unstructured Flow Vis
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Unstructured Meshes

New data structure: “CellTree”

Planned integration into VisIt:

• easy since drop-in for vtkCellLocator already 
implemented

• further improves VisIt’s integration-based infrastructure, 
makes this available to any VisIt user in the next release

Thursday, April 15, 2010



Flow Illustration
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Integral Surfaces: visualization / flow illustration tool

Goal: one image to explain, illustrate and communicate 
complicated flow behavior.

www.vacet.org

Illustrative Rendering for Integral Surfaces
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www.vacet.org

Illustrative Rendering for Integral Surfaces

“Flow around Ellipsoid”
M. Rütten, DLR Germany

Integral Surfaces + Illustrative Rendering Techniques:
Curvature-Based Transparency

Thursday, April 15, 2010



Integral Surfaces + Illustrative Rendering Techniques:
Windowed Transparency

www.vacet.org

Illustrative Rendering for Integral Surfaces
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Integral Surfaces + Illustrative Rendering Techniques:
Distortion-free and resolution-independent texture-mapping

www.vacet.org

Illustrative Rendering for Integral Surfaces
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Integral Surfaces + Illustrative Rendering Techniques:
Distortion-free and resolution-independent textures

www.vacet.org

Illustrative Rendering for Integral Surfaces
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Integral Surfaces + Illustrative Rendering Techniques:

www.vacet.org

Illustrative Rendering for Integral Surfaces
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Integral Surfaces + Illustrative Rendering Techniques

Have a working real-time rendering pipeline, would like to 
integrate into VisIt.

Impact: 
Give scientists an effective visualization / communication 
tool for flow structures. 
One picture to illustrate complex 3D structures that were 
very hard or impossible to visualize before.

Lots of interest from application scientists.

www.vacet.org

Illustrative Rendering for Integral Surfaces
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Medical Visualization
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Collaboration with Siemens Medical Research on 7D-MRI 
(simultaneous anatomy & velocity acquisition, time-dep.)

Impact: New flow analysis capabilities to support diagnosis,
robust enough for clinical application

VACET-funded R&D translates to other domains
www.vacet.org

Application: Medical Visualization

Advection and Analysis of Time-Dependent Flow-Sensitive

Magnetic Resonance Imaging

Hari Krishnan, Christoph Garth, Jens Guehring,

Mehmet Akif Gulsun, Andreas Greiser and Kenneth I. Joy Member, IEEE

Fig. 1. This image illustrates the right handed helicical reversed flow within the aorta, which is a known phenomenon in healthy

individuals. The medical community looks for this type of flow to analyze the health and well being of the heart and it surrounding

vessel structures.

Abstract— Flow visualization has been greatly improved over the past few years with research on smart seed point placement

and better integration schemes. However, most efforts still struggle with the noise and discretization issues inherent to real world

data. Particularly, this is the case for flow-sensitive magnetic resonance imaging (PC-MRI) datasets which not only record anatomic

movement but also time-varying flow. We have created a novel approach that combines the visual and analytical strengths of flow

visualization based upon finite-time Lyapunov exponents (FTLE) that enables identification of vessel boundaries in the data sets as

high regions of divergence. This strategy allows segmentation of the data, giving us the ability to restrict advection of flow within the

vessel boundaries. We extract appropriate flow lines and surfaces that enable the visualization of blood flow within the vessels. Using

these techniques, we provide a methodology that measures reverse flow, highlighting the complex behavior within vessels.

Index Terms—three-dimensional vector field visualization, flow visualization, time-varying and time-series visualization, surface ex-

traction, MRI, flow-sensitive MRI

1 INTRODUCTION

Functional analysis of the cardiovascular system is already part of

the clinical routine, and as better medical imaging equipment is de-

veloped to measure blood flow in anatomical structures, the chal-

lenge is to be able to better visualize and facilitate insight in this

field. Analysis of blood flow using flow-sensitive magnetic reso-

nance imaging (PC-MRI) is a relatively new and exciting endeavor

in the medical community, and recent advances in PC-MRI provide

the opportunity to analyze the dynamics of local and global blood

• H. Krishnan, C. Garth and K. I. Joy are with the Institute of Data Analysis
and Visualization, University of California, Davis, E-mail:
{cgarth,hkrishnan,kijoy}@ucdavis.edu.

• Jens Guehring, Mehmet Akif Gulsun are with Siemens Corporation,
Corporate Research, Imaging and Visualization.

• Andreas Greiser is with Siemens AG, Healthcare Sector, Magnetic
Resonance.

Manuscript received 31 March 2010; accepted 1 August 2010; posted online
24 October 2010; mailed on 16 October 2010.
For information on obtaining reprints of this article, please send
email to: tvcg@computer.org.

flow within a three-dimensional (3D) volume covering the entire tho-

rax [6]. These datasets contain time-varying vector-encoded phase-

contrast flow measurements that can be utilized by standard flow vi-

sualization techniques (streamlines, pathlines, streamsurfaces, etc.).

However, as with all measured datasets of this type, the data is gath-

ered at a low resolution, and is frequently disturbed by noise.

To accurately advect particles through the vessels, the challenge is

to insure that streamlines remain within their intended vessel bound-

ary, while mitigating noise and resolution issues. By naively advecting

particles through the flow, particles can escape the vessel boundaries,

creating incorrect and misleading visuals (Figure 3 illustrates these

difficulties). We present a novel method for identifying the vessel

boundaries through the use of finite-time Lyapunov exponent (FTLE)

maps. In essence, we restrict our flow calculations to those areas where

FTLE values are small – indicating areas of laminar flow – treating

those areas with large FTLE values as the boundaries. By combining

FTLE maps with average flow maps, we create regions that can con-

strain flow advection calculations. This method allows us to advect

particles through the vessels, stopping advection when reaching the

vessel boundaries – effectively creating a segmentation of the data set.

Using this new method, we create advection surfaces as described

Thursday, April 15, 2010



Collaboration with Siemens Medical Research on 7D-MRI 
(simultaneous anatomy & velocity acquisition, time-dep.)

Finite-Time Lyapunov Exponents: 
Improved, flow-based vessel boundary segmentation

www.vacet.org

Application: Medical Visualization

(a) (b) (c) (d)

Fig. 2. These images allow a comparison between the given scalar field generated by an MRI image (a), the average flow magnitude mask (b),
the FTLE mask (c) and the resulting combination average-flow/FTLE mask (d) used in our methods. These masks are all illustrated over a cross
section of the three-dimensional data set. The combination average-flow/FTLE mask gives areas where flow can occur.

by Garth et al. [5] and Krishnan et al. [11] by seeding particles over
a desired cross-section of a vessel. By analyzing the advection, we
can segment the cross-sectional seeding area to generate unique path-
surfaces corresponding to different flow groups. This enables us to
generate visualizations by segmenting the flow, correctly illustrating,
for example, bifurcations within the flow.

These techniques also enable us to extract regions of reversed flow
(see Figure ). We utilize a skeletonization of the vessel through a
medial-axis transform, creating a spline representation of the medial
axis. Sampling disks along the spline can be colored visualizing the
flow direction.

We review work that is related to our segmentation and visualiza-
tion algorithms in Section 2. Section 3 reviews the basic mathematical
concepts underlying the finite-time Lyapunov exponent (FTLE) calcu-
lation and use. We describe our novel contribution of segmenting ves-
sel boundaries through use of FTLE, and present a slice-based seeding
approach in Section 4. Section 5 discusses flow segmentation by seg-
menting the cross-sectional disks from which the particles are seeded.
These methods allow us to group similarly advecting flows through
flow surfaces. Section 6 presents an automated method to highlight
regions of reversed flow. Results of the use of these tools is presented
in 7. Finally. we conclude in Section 8 with a brief discussion about
future work.

(a) (b)

Fig. 3. Illustration (a) shows improper advection, where the streamlines
can cross vessel boundaries by naively using the raw flow data. Illustra-
tion (b) applies the appropriate boundary detection by using a combina-
tion of FTLE maps and average flow maps to restrict the flow within the
vessel boundary.

2 RELATED WORK

To assess cardiovascular function in vivo, blood flow velocity can
be measured using flow-sensitive magnetic resonance imaging (PC-
MRI). These relatively new techniques offer the possibility of ana-
lyzing vascular hemodynamics without restrictions to anatomic cover-
age or flow directions. The PC-MRI datasets we utilize have vector-
encoded phase contrast flow measurements (TR 53 ms, 1.7 mm in-
plane resolution, 2.3 mm slice thickness, PAT 2, free breathing, ret-
rogated ECG triggering, VENC 150 cm/s) and were acquired from a
healthy volunteer on a clinical 3T MRI scanner (MAGNETOM Verio,
Siemens Healthcare, Erlangen, Germany). A detailed description of
the data acquisition method can be found in [6].

Segmentation of vessels to determine blood flow has been exten-
sively studied, however mostly from the constraints provided tradi-
tional MRI data. A good review of these techniques can be found
in [3]. Many of the algorithms have focused on image processing
techniques, and the methods to segment the image, or match vessel
features in the images [2, 13]. In the past few years, research in the vi-
sualization field has also addressed blood flow. Richardson et al. [15]
addressed flow and flow patterns through simple vessel structures, and
more recently, researchers have used streamlines to track flow patterns
through vessels [4]. These researchers have not had direct flow data
available for their algorithms, and could not take advantage of this
data to produce segmentations and flow visualization structures. Other
works have analyzed pressure difference, peak velocity, pulsatility in-
dex and wall shear stress such as [6, 19].

Flow Visualization and analysis has had considerable advances
since the seminar papers of Helman and Hesselink [10]. Generation
of three-dimensional streamsurfaces and pathsurfaces are now well-
understood [5, 11] and can now be integrated into complex flow situ-
ations. However, it is the Largangian Coherent Structures, developed
through the finite-time Lyapunov exponents, that have revolutionized
the analysis of three-dimensional flow fields. These techniques have
been studied by Haller et al.[8, 9] and Shadden et al.[16], who develop
many of the fundamental techniques for flow fields.

In this paper, we utilize the three dimensional flow information
given in PC-MRI datasets to generate a segmentation the data set fo-
cusing on blood vessels and blood flow. We utilize the finite-time Lya-
punov exponents (FTLE) to generate “FTLE-map” that allow detec-
tion of blood vessel walls in advection calculations. We utilize these
maps to constrain particle advection, and define segmentation of the
seeding regions to develop path surface techniques that visualize the
flow within the vessels. We illustrate these techniques with a number
of examples.
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Collaboration with Siemens Medical Research on 7D-MRI 
(simultaneous anatomy & velocity acquisition, time-dep.)

Finite-Time Lyapunov Exponents: 
Improved, flow-based vessel boundary segmentation

www.vacet.org

Application: Medical Visualization

(a) The figures compare advection with and without correction

(b) The 6 types of advections we perform for our application include stream, streak and integral lines and surfaces.

(c)

(d) Flow Segmentation allows us to visualize features such as bifurcation with the advantage of surfaces. Without segmenting the flow, the uncorrected integral
surface would provide erroneous results and lines may prove to cumbersome.

Thursday, April 15, 2010



Collaboration with Siemens Medical Research on 7D-MRI 
(simultaneous anatomy & velocity acquisition, time-dep.)

Segmentation of flow through a vessel cross-section
Path surfaces to visualize different flow components

www.vacet.org

Application: Medical Visualization

(a) (b) (c) (d) (e)

Fig. 7. Stages of Flood Fill, Boundary detection, Outline Extraction and Finally Surface Advection

all seeding points have been assigned a group as shown in Figure 7b
we generate the boundary of each group in G.

After the boundary has been outlined, we have a edge based al-
gorithm that walks around the boundary of each of the groups. The
technique is similar to the wall-following algorithm for mazes, where
one need only touch the wall with the right hand and follow the edges.

Group identification and outline extraction provide the capability
to produce path surfaces within the flow – visualization that annotate
bifurcations with dedicated path surfaces.

6 REVERSED FLOW DETECTION

We can use our advection methods and masks to generate an auto-
mated method for reversed flow detection. Here, we select a ves-
sel/region to be examined, and generate a medial axis for the vessel.
The medial axis is often computed as a discrete form of the Voronoi
diagram. This solution provides both geometrical and topological cor-
rectness. Unfortunately it is a very expensive process and involves
analyzing tetrahedral meshes to extract spline information from the
medial axis [1, 21]. We chose to utilize the binary thinning process of
Lee et al. [12] for implementing the medial axis detection as it offers
topological correctness and is computationally fast.

Once the medial axis transform is computed, we generate a spline
that represents the skeleton of the structure, using moving least squares
(MLS). Figure 8(a) shows the spline extracted from the aorta as well
as the disks that are used to sample the vessel. Having access to the
spline also allows us a sampling space to generate radial disks that
record direction of flow with respect to the shape of the vessel.

We sample along the spline at user defined intervals, and analyze
the flow traveling through the regions of the seeded disk. The disk are
sized radially outward to maximize the coverage of the vessel itself.
The automated resizing of the radius is accomplished through a binary
search done on the plane intersecting the vessel boundary detection
determined in Section 4.

As a final step, we not only highlight regions of reversed flow as
they are detected but also statistically compute location, frequency and
magnitude. Figure 8 shows the frequency of detection of reversed flow,
and it highlights the time steps where a reversed flow is detected. For
each radial disk and time step of the flow, we compute the average
flow for the disk and compare every other instantaneous velocity for
that location and time in the flow field. If the dot product between the
velocity and average velocity is negative, it is marked as an opposite
flow. For the purposes of analysis, we break this concept further down
into a binning model in order to present the variances in flow with
respect to the average flow. In Table 8, one can see by the size of
the bars which represent a percentage of time each bin is touched. We
present a couple of graphs for different seeding locations on the medial
axis spline in order to highlight a region with high reversed flow and
another region with minimal.

7 RESULTS

The importance of vessel segmentation in our work, is easily exem-
plified by the figure 9(a). Attempting to seed vessels can be hampered
due to that fact that flow does not stay in its boundaries. The left figure
contains no constraints on advection while the right is constrained by

max FTLE over <= 0.8 and average flow magnitude >= 0.04. Hav-
ing the ability to constrain data to the vessel boundary provides the
capabilities for the rest of our work.

Flow segmentation allows us to group similar advections together.
This not only enhances the overall visual detail. It also provides more
visually accurate results. As listed in 5, advecting high level surface
provides a greater level of understanding about the context of the flow.
We show the versatility and robustness of our application to provide
a extensive types of surface for visualization as shown in figure 9(c).
Features such as figure 9(d) would not be possible with surfaces with-
out extensive boundary detection techniques. Segmentation provides
an elegant approach to handling complex flow behavior.

Finally, extraction and analysis of reversed flow allows insight to
be gained. Highlighting complex regions of flow allows the user the
necessary cues to further analyze the behavior and determine if the fea-
ture should be part of the blood flow process. Our application strives
to provide the depth that is required in analyzing data that may be lead
to crucial and important discoveries by the domain experts.

8 CONCLUSION AND FUTURE WORK

We have presented a methodology to utilize the time-varying flow data
within PC-MRI data sets to assist in the advection and visualization
of blood flow within vessels in the human body. We utilized FTLE
maps, generated from finite-time Lyapunov exponents, and average-
flow-magnitude maps to constrain our flow calculations within blood
vessels. By segmenting the seeding areas, we can generate integral
surfaces that accurately represent bifurcations in the blood flow. Aside
from a few preprocessing stages, all computations can be done in real
time.

In the future, we plan to add the capability of computing and vi-
sualizing parameters such as wall shear stress, pressure differences,
peak velocity and myriad of other parameters significant to the medi-
cal community. We are also working to optimize flow advection and
utilize GPU based advection to fully expand on the applications cur-
rent capabilities. Finally, the most important task we are looking for-
ward to is the ability to assess the capabilities of this application in a
clinical setting.
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Outlook

What are plans for the future?

1.More robust, efficient methods for integration

• hybrid parallelism, ease-of-use improvements, ...

2.New techniques and algorithms 

• Lagrangian Methods + Topology (with SCI/LLNL group), ...

3.Visualization Approaches

• Automated Seeding, In-situ Integral Surfaces

4.Deployment + More Applications

• Want everything shown available in VisIt
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